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Introduction to Artificial Intelligence
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General
1 Lecturer
0 Irena Koprinska
o SIT 450

0 irena@it.usyd.edu.au
o Consultation time: Tuesdays 126QB00h
1 Assessment
o0 9%  Weekly homework exercises (can be done in pairs, 3 weeks of 3 marks each chosen at randor
0 31% Assignments (due on Friday 5pm)
A 16% Assignment 1 (Week 8Week 6)
A 15% Assignment 2 (Week@Week 11)
0 60% Final Exam

Introduction

What is Al?
9 Thinking or actingationally or like humans
9 The Turing test for intelligence
Alan Turing (1950)
Alternative to long and controversial list of qualifications for intelligence
Pass if the human cannot tell the difference between computer and human written responses.
Requies capabilities:
A Natural language processing (NgR) communicate in English
A Knowledge representatioq store what it knows
A Automated reasoning draw conclusions
A Machine learning; find patterns and adapt to situations
9 Total Turing test
0 Pass objects iaddition to textual input
0 Requires capabilities:
A Computer vision
A Robotics
1 Cognitive Science
0 Study of how humans think
0 2A0K I GKS2NEBI 6S OFy 6NRGS | GGKAY(1AYy3IE LINEI3
o Goal: to use logic to build intelligent systems
A Take a description of problem in logictation
A Find solution (if exists) using correct inference
o Problems:
A Difficult to represent informal (even uncertain) knowledge in formal notation
A Limited time and memory
1 Rationality¢ doing the right thing
0 Maximise goal achievement
0 Too high computationalemand
1 Strong and Weak APhilosophy)

O O O O
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0 Weak Al simulates intelligence
o0 Strong Al has real conscience

A brief history
M 194050: McCulloch, Pitt artificial neurons

. neuron 1
inputs
Output: 0 or 1

i

a=f(wp)
M 1957: Newell, Simog General Problem Solver
0 Proves theorems, geometric problems, play chess
1958: McCarthy, Lisp
1967: Evang Analogy program to solve geometric IQ problems
1 1970s: Expert systems

= =

Intelligent Agents

Agents
1 Agentg perceiveenvironment throughsensorsandactsupon it throughactuators
Perceptiong signal from environment
Percept sequence; what the agent perceived so far
= Architecture + Program
Architecture
0 General computer or specialised hardware
0 Runs the program
o Facilitates: sensoy program; and program action®s effectors
9 Program: maps percepts to actions and interstate update
9 Simplest agentg a lookup table
0 Built-in table contains all possible percept sequences
0 Reads actions directly from lookup table
o0 Problem: data set is too large to store

= =4 =4 =4

Intelligent (rational) agents (I1A)
1 Rationalg achieve goals given beliefs
1 Selects an action that maximises their performance measure based on the evidence provided by their percep
sequence and budin knowledge.
1 4 Components of IA design (PEAS)
o Performance measure
o Environment
o Actuators and Sensors

Environments
1 Environment detemines the complexity and interface of the agent
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1 Fully/Partially observable (accessible)

Deterministic / Stochastic (random)

Episodic / Sequential

Static / SemDynamic (performance score changes with time) / Dynamic (changes while agent operates)
Discrete/ Continuousg states, percepts and actions

= =4 =4 =

Agent types

1 Simple reflex agentsapplies a conditiofaction rule
o0 Does not keeprack of the world

1 Reflex agents with state
o Knows how the world evolves, and how its actions affect the world

1 Goalbased agents
0 Able to reason over goals and states

9 Utility-based agents
o0 Utility function¢ maps a state to a real number
0 Used to decide tradeff between conflicting goals

1 All of above can be turned into learning agents
0 Learning element improvement in performance
0 CriiccaA @dSa FTSSRol O] 2 YasdddrSiyed andatd)S NF 2 N | y OS
o Performance element agent program
o0 Problem generatog suggests actions that will lead to new and informative experience

Problem Solving and Search

Problem solving and search

1 Problem solvig tasks can often be formulated as a search
0 Goal: to get frominitial conditionto agoal statethrough partial solution states
0 Operators: transitions
0 Costs: quality of transition
0 Solution: a path from the initial state to a goal state
0 State space: all ates reachable from initial state by operators

9 Abstraction¢ Formulating problems
o0 Simplify the problem by removing unnecessary details

i Searching the state space for solutions
0 Search tree (graph) generated by initial state and operators
0 Tree searclg nodes,expanded nodes, fringe nodes
o0 Expand first fringe node and place children into fringe

i State vs Nodes
0 Stateg representation of physical configuration; has no structure
0 Nodec data structure representing the search tree

Search strategies
i Strategyg definesorder of node expansion from fringe
i Evaluation criteria
o0 Completeness
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0 Optimality
o Time and space complexity
A Branching factob
Depth of least cost solutioa
Maximum depth of state spac@d OF'y 6 S Kk U
Uninformed (blind) or informed (heuristic) search

> > >

Uninformed (blind) search strategies
i Breadth first search
o Expandshallowestunexpandechode
o Complete
0 Optimal onlyif uniform path costs
o Exponentialime Op*)
o Exponential space &), keeps every node in memory
1 Uniform cost search
0 Expands théeastcostunexpandechode
o Complete
o0 Optimal
o Time: number of nodes withath costgXX O2 &G 2F 2WHAYI f &2t dziA 2y h¢
0 Space: number of nodes with pathcge, O2 &G 2F 2WHA YL a2t dzirazy h
91 Depth first search
0 Expands theleepest unexpandedode
o Not completeonlyfor infinite-depth spaces
o Not optimal
o Exponentialime O(©™), m » d
0 Linear space ®(n)
1 Depthlimited search
0 DFS with limited depth limlt
0 Complete only in finite spaces
o Not optimal
o Time OK)
0 Space 1)
1 lterative deepening search
0 Steps depth limifrom O toinifinity with depth-limited search
Wasteful overhead in multiple expansion is usually small
Preferred method of searching a large space
Complete
Optimal only if uniform path costs
Time O
Space O(bd)

O O O O O O

Informed (Heuristic Search)
1 Search strategy defined by the order of node expansion
o Uninformed search selects the order of node expansion systematically
o Informed search uses problespecific knowledge to select the order of node expansion
1 Incorporating knowledge in informed search
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0 As arevaluationfunctionfor each node
o Expand the most desirable unexpanded nqdibestfirst searcld

Best-first search
1 Greedy Search (GS)
0 Heuristich(n) for each node = estimated cost from current nat® agoal, h(goal) = 0

0 Expandghe node with the smalledt, minimisingcost to a goal
o0 Complete in finite spaces
o Not optimal
o Time OK™), but a good heuristic can improve dramatically
o Space Q")
1 A* Search

o Combines UCS and GS, minimizing cost sg{ripand estimated cost to goa(n);
o Evaluation functiori(n) =g(n) +h(n)
A f(n) ¢ estimated total cost of path throughto goal
A g(n) ¢ cost so far to reach
A h(n) ¢ estimated cost fronn to goal
Complete, unless there are infinitely many nodes Wit§(G)
Optimal
Exponential time in relative error im length of solution
Exponential space
Searching
A Treesearchg discards repeated nodes
1 If heuristic is admissible, then it is complete but not optimal
9 If heuristic is consistent, there is no need to reopen closed nodes
o Enforced monotonicitg L ¥ LI BB @ & BBRDEHE OKA (LRMB Yy G Q
o Does not guarantee optimality since nodes with lesgy have been expanded
A Graphsearchc expands closed nodesgjain
9 If heuristic is admissible, then it is complete and optimal
0 Repeated states
A May be possible to avoid repeatsthtes based on different representation of problem
0 Special cases
0 UCS is A* with(n) = 0; BFS is UCS wiith) =depth():

BFS
f(n)=depth(n

UCS f(n)=g(n),
h(n)=0

O O O O O

Ax
f(n)=g(n)*h(n)

Admissible heuristics
1 Heuristic is admissible if for every nodegh(nd h'#), whereh'(n) is the true cost
1 Admissible = optinstic, alwaysunderestimating the true cost
9 Theorem: If h is admissible, then 8é&archis complete and optimaProof:
0 GivenG= optimal goal statei, = suboptimal goal statehis admissible
0 To prove thaiG, cannot be selected from the fringe for expansion
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0 Letnbe an unexpanded node in the fringe such thas on the optimal path tds.
0 Compard(G,) andf(G)

1. f(G)=9(G) +h(G) =9(G;)  sinceGis a goalh(G) = 0

2. f(G =9g(G) +h(G) =9(G likewise

3. 9(G)>9(G since G2 is suboptimal

4. Sof(G) >f(G Sub (1), (2) into (3)

5. f(n) =g(n) +h(n) by definition

6. h(nd hXK) sinceh is admissible

7. Sof(nb g +h'(n) (5), (6)

8. g(n) +h'(n) =g(G) path cost from start to G via n
9. f(G) =g9(G) +h(G) =g9(G) sinceGis goalh(G) =0
10.f(no g(B) =f(Q) (7), (8), (9)

11. f(nv (G, <f(Gy) (10), (4)

12. f(n) <f(G) hence all n will be expanded before G2

91 Dominance
0 Heuristich, dominatesh; if for alln, h,(n0  hyn)
o Dominant heuristics give a better estimatetbé true cost to G
o Dominant heuristics expands fewer nodes using A* search
1 Inventing admissible heuristics
o Derived fromexactsolution cost of aelaxedversion of the problem
0 Relaxed = have fewer restrictions
0 Theorem: the cost of optimal solution telaxed problem is an admissible heuristic for the origimed
A Optimal solution in original problem is also a solution to the relaxed problem
A So must be at least as expensive as optimal solution in the relaxed solution
1 Consistent (Monotonic) heuristic
0 Heuristic h is consistent (monotonic) if for all pairs in the search graph, the triangle inequality is
satisfied: h(no K n@)2+a() o

n;

i

. hin,
cost(n,,y x
€ O

"y h(i)
Along any path, our estimate of the remaining cost to the goal cannot decrease by more than arc cost
Theoreml: If h(n) is consistent, then the cost is ndrcreasing along any patffno (o)
Theorem 2: If cost is nettecreasing, them(n) is consistent.
Theorem: Ihis admissible and consistent, then Abimally efficientamong all optimal search
algorithm
o Consisteny Admissible, but admissible does not imply consistency
o Consistentj first path to any node popped off fringe is optimal

o O O ©o

Local search algorithms
1 State gtimisation problem instead of path finding problem
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1 Hill-climbing

objective function
L

v

O O O O O O

global maxirmm

shoulder

local maxirmm

/

"flat” local maxinmm

pr—y =state SPJCC
state

Tries to reach a local menum or minimum
AKA lterative improvement algorithm
Only keeps a single state in memory
Not very clever; can get stuck in local max/min
Uses very little memory, finds solutions in large spaces
Techniques to escape local optima

A Random walk on plateagino change irobjective functiorv

A Ridges/gullieg combination of 2 moves in a macro moMieok ahead

i Beam search

(0]
(0]

Similar to hillclimbing, but keeps track ¢fstates instead of 1
Can use A* with beam search: kedgsest nodes or nodes withihworse than best node

1 Simulated annealing

(0]
(0]
(0]

Similar to hiliclimbing, but selects a random successor
Better successors have a higher probability of being chosen
Repeat until a predefined number of iterations reached

1 Genetic algorithms

O O O 0O 0O O o0 o

Each state is called @A y R A ;@ddeddzs & string

Evaluation functioiind A & OI f £ S figliedishbgtgrS 34 & 02 NB ¢

Start withk randomly generated individuals, find the optimal state

Successors produced by selection, crossover or mutation

Always a fixedt LJ2 LJdzf ciniimbetof states

Repeat until an individual is fit enough or reached maximum number of iterations

Easy to implementsuccess depends on encoding

Combines uphill tendency with random exploration and information exchange between parallel thread:

] | 24748552 | 24 31% 32752411 32748552 - 327481F2
2 | 32752411 %ﬁ 247@48552 >_< 24752411 —= 24752411
3124415124 | 20 26% 32752;5411 >_< 32752124 —{ 3222124
4 132543213 | 11 14% 24415{124 24415411 ~ 24415417
(a) (b lcll (d) (=]
Initial Population  Fithess Function Selection Cross—Ovet Mutation

Page 9 of 32



COMP3608i Introduction to Artificial Intelligence (Advanced) Edmund Tse 2008

Game Playing

Games
1 More like the real world than toy search problemeptimality unfeasible, unpredictability
1 Easy to represent as search problems, with clear criteria for success
1 Characteristics
o0 Deterministic or has chance element
o Perfect or imperfect information
o Discrete or continuous values in states and operators
0 Zerosum (adversarial) or nepero-sum.
1 Playing a game
o0 2 player, take turns, no chance element, perfect information, deterministic actions:seeno
o One way:
A Consider all legal moves, compute new piosis from each move, then evaluate
A Make the best move then wait for opponent
A Problens: representing the board, generating all legal next moves, evaluatingigopos
0 Game playing as search
A Statec board configuration
Initial state¢ board configuration + Wwose turn
Terminal state; configuration when game is over
Operatorsg legal moves
Utility (payoffevaluation) function¢ numeric value for game outcome (1 win, O drafvjoss)
Game treeg represents all possible game scenarios
o0 Game playing as normséarch
A Greedy searck finds themove leading to théest possible outcome, ignoring the other player

B DD D

Minimax
1 Perfect play for Zlayer, deterministic, perfect information game

1 Assumes worstase scenariq opponent plays optimally
1 Player MAX tries to maximise evaluation function
1 Player MIN; tries to minimise evaluation function
1 Algorithm
o Generate game tree
A{GFINI y2RS Aa a!-Qa (dNyz (KSy (KS ySEG f S
A al. GFr18a G4KS YIE 2F OKAfRNByQa oI fdsSa | a
A Expad to terminal states or lockhead depth
o Evaluate utility at terminal states (leaf nodes)
o Start at leaf going up, recursively compute minimax value of each node
o0 Minimax values gradually propagate upwards as DFS proceeds
0 Space complexitg Ofd) as in DFS
o Time complexit Op?) as in DFS
o Completeif tree is finite,and optimal
0 Solution to time complexity depth-limited minimax search; alphleta pruning
f LT alLb R2SayQi LXFe 2LIWAYLFHff&s a!- gAff R2 S@OSy
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Alpha-Beta Pruning
T Not all nodes are worth explimg ¢ ignorebrancheshatg 2 y Qi 0SS OKaa RyzyBya&gBe d N
1 Returns the same move as minimax
9 While doing DFS, keep 2 bounds:
oh I o0S8Sald GIrftdzS F2N a! --HHaz2 FINI I f2y3a GKS LI GK

&

ol ' 0Sai @ItdzS F2NJ alLbHaz FIN f2y3 GKS LI GK
T Ifl a! .- y2RS SESGRSNMNwInat alloiNMAX & takelthe move
T LT + alLb y2RS dinde MARdnake 4 bettetanizy S A

Games of Imperfect Information
1 Minimax and alphdeta require too many evaluations
o0 Minimax needs the generatioof the full game tree
0 Alphabeta needs at least some parts of the game tree to maximum depth
0 Both algorithms may be impractical within a reasonable time
1 Idea: cut off search earlier, and evaluate Aienrminal nodes using a heuristic evaluation function
o Bpands for a fixed depth
0 Turns norterminal nodes to terminal nodes
M Evaluation function
o Goodness of game configuration
o Estimates the winning chances
o ! OlGdz £ ydzySNA O ¢béhbvitud preséh@y u@der adylmipribBrikltransformation of eval
M Horizoneffect
0 Sudden change (damage) just outside search window
o Eval functions should only be applied to quiescent positions (unlikely to change extremely)
o0 Otherwise perform secondary search interesting nodeso make sure there is no hidden pitfall

AN

depth-bound

9 Otherrefinements
o lterative deepening searahuntil time is up; returns best solution so far
0 Book moveg pre-computed sequences
0 Heuristic pruning; plausibility of movesieduce branching factor
0 Alternative to minimax risking a bad move may lead to betteat

Games of Chance
1 Cannot construct a standard game tree due to uncertainty
Expectiminimax; gives perfect play
A version of alphdeta pruning possible, but only if leaf values are bounded
Time complexity: @"n™), n = distinct dice rolls
Evaluatiorfunctions should be carefully constructeexact values do matter
o Evaluation functions needs to be a positive linear transformation of the probability of winning from a
position
1 Add chance nodes

= =4 =4 =
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0 Weighted average of expectiminimax values resulting fromaakible dice rolls
MAX

nodes

CHANCE [R 52 A R ;}i

1/36 1118 1/36
1.1 6.5 ]
- gy -

CHANCE

MAX

TERMINAL 2 - 1 -1 1

Machine Learning

Introduction to machine learning
1 Whatis learning
o Animprovement (more efficiently or effectively) in behaviour as a result of experience.
o Ties learning to performance rather than knowledge
o Learnfrom
A Examples
A Domainknowledge
A User feedback
1 What is machine learning (ML)?
0 Learn:
A Rules (conditiory, action)
A Properties
A Utility function
A Cause and effects
o0 Feedback types
A Supervised correct answers given
A Unsupervised, no correct answers
A Reinforcement; reward/punishment
1 Classification of ML methods
0 Supervised ML
A Learn a function (classifier, model) which encapsulates the information in examples
A 2 types:
1 Classificatior categorical
1 Regressiomg numeric
A Examples: 1R;KN, DTs, NB, Neural Networks, SVM
o0 Reinforcement ML
A Each example has a score (grade) instead of correct output
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0 Unsupervised ML
A Group (cluster) input examples into a finite number of classes
A Search for regularities
A Examples: ¥neans, nearest neighbour
0 Associative (rules) ML
A Finds relationships among data
A Market-basket analysig find combination of items that typically occur together
A Sequential analysisfind frequent sequences in data

K-nearest neighbour
1 Algorithm
o & [ | dwhen inputis given, only stores it but does not processing
0o Remember all training dat
0 When asked a question:
A Find the nearest training data example
A Return the answer associated Wit
o Nearest in terms of a distance measure

A Euclidian distance (most commom)(A B)=+/(a, - b’ +(a, - b,)* +...+(a, - b, )’
A Manhattan (city block) distanc®(A,B) =|a, - b|+|a, - b,|+...+|a, - b|

A Minkowski distance (generalises Euclidian and Manhattan)

1
D(AB) =0a1- bl" +la, - by|" +...+]a, - bnqu
A Need to normalise attribute values between 0 and 1

1 Time and space requirements

0 Trainingg constant time (no processing required)

o Classificatiorg m training, dimensionality A O(mn) memory and time

o Impractical for large data
1 Handling missing values and nominal attributes

0 Treat missing value to be maximally different from any other value
9 Curse of dimensionalit»6)

0 Most examples are far from each othend ¢ose to boundaries

0 Solution: feature selection to reduce dimensionality
1 1-NN decision boundary

o0 Each example in training data has an associated Voronoi region

0 A hypothesis is represented by the edges in the Voronoi space that separates the 2 classes
1 Variations

0 Weightednearest neighboug closer neighbours should count more

A Slower algorithm

I Discussion

o Simple
Requires efficient indexing
Dimensionality problem
High variability of decision boundary depending on composition of trainingatet# of neighboursk
Finds onlyocal model, and scesisitive to noise

O O O O
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Inferring rudimentary rules (1R algorithm)
1 Algorithm
o amdz S¢& 0O mwgenerdtes 2 rid thaKtasts the value of 1 single attribute
0 Also called 4evel decision tree or decision stump
0 Selects the best attribute
A Generate the 1R for each attribute
A Evaluate them on the training data
A Choose one with least errors
o Components
A Modelc rule testing 1 attribute
A Preference (score functiom)number of misclassifications on training data
A Search method evaluate all attribtes
1 Dealing with missing values and numerical attributes
o Possibly treamissing valueas another attribute valué Y A &a A y 3
o Numeric attributes
A Sort training examples
A Place breakpoints whenever class changesfway between values
A Take class for each pditin and discretise numerical attribute
0 But generates too many intervals, highly branchingise sensitiveinaccurate
A Overfitting¢ Error on training set is very small, but error is high on new data
A Simple solution: impose a minimum number of examplesajority class
9 Discussion
o Easy, simplecheap
0 Good performance compared to complex decision trees
0 Used as baseline
o0 Simple algorithms tend to work very well since the underlgitngcture is often rudimentary

Evaluating and comparing classifiers
1 Goal: classifier that generalises well on new data unseen during training
9 Empirical evaluation
0 Holdout procedure; a simple way to evaluate the performance of a classifier
A {LXtAG RFEGF Ayld2 W AYRSLISYRSyd aSday
A Use training dad to build classifier
A Use test data to evaluate how good the classifier is
0 Measures: error rate and accuracy
A Accuracy success rate, proportion of correctly classified examples
A Errorc complimentary to accuracy, proportion of incorrectly classigdmpes
A Accuracy on training data is overly optimistic, not a good indicator
A Accuracy on test data is the performance measure used
0 Training and testing
A Test data must not be used to create classifier
A Proper procedure: use training, validation and test set
9 Validation set used to tune parameters built using training set
0 Stratification
A Solves problem where certain classes are missing in training set
A Ensures that each class is represented approximately equally in both data sets

(NI AYA
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0 Repeated holdout method
A Makes hddout more reliable by repeating process with different samples
A Repeats using a random selection for each iteration
A Accuracy then averaged over all iterations
o Crossvalidation
A Ensures test sets do not overlap
A Sfold crossvalidation
1 Split data into Subsets of equal size
1 Build classifier S times, reserving one segment each time for testing

1 Accuracy is averaged over all classifiers
D, D,

i I__J run 1
T[] ez
17 s
Better used with stratification
10-fold crossvalidation is a standard method
Splitting and stratification does not ne¢a be exact
Repeated stratified crosglidation is even better
0 Leaveone-out crossvalidation
A N-fold cross validation, maximising N to be the number of examples in the data set
A Advantage: greatest possible amount of data used for trairdegerministicmethod
A Disadvantage: high computation cost, useful only for small data set
1 Comparing classifierst-paired significance test
o Calculate the differencas between the results from the classifiers
0 Calculate the variance of the difference. If k is sidfit large d; is normally distributed

> > > >

ak_ (di -d )2 r(/a,{uivfom Fwéo\b(hh/ fble
ey o R B e

o0 Calculate confidence interval= Rytt(lch)(m)
o Difference is not significant if interval contains 0.
9 Other performance measures and cesinsitive evaluation

o Confusion matrix
A Rowsc number of examples from each class
A Columng classified as this class
A Correctly classified examples go into the diagonal of the matrix
A Can represent accuracy

0 2 class prediction

examples # assigned # assigned to
to class yes class no
% from class ves true positives | false negatives
(tp) (fn)

# from class no

false positives
(fp)

true negatives

(tn)

Page 15 of 32




COMP3608i Introduction to Artificial Intelligence (Advanced) Edmund Tse 2008

A Precision P= P
tp+ fp

A Recall - ®
tp+ fn
2PR

A Flmeasure Fl=

P+R
o Costsensitiveevaluation
A Misclassification may have different cost
A E.gitreat blocking norspam emaibshigher cost

Statistical based learning (Naive Bayes)
1 Bayes theorem
o0 Given a hypothesis H and evidence E for this hypothesis, then the probability of H given E is
P(H |E)= P(E|H)P(H)
P(E)
9 Use this to predict the class of a new example
o Estimate P(E|H), P(H) and P(E) from the training data
0 52y Qi ySSR (2 Cdarfcalsdrithithé Gthet hgpdtbesisiwhgh@dnpaking
I Assumptions
o All attributes are equally important
o All attributes are conditionallindependent of each othemiven the class
0 Unrealisticg hence called Naive Bayes
M1 Problem
0 Any attributes with zero probabilés sets the final probability to zero
0 Use Laplace estimator (correction) to calculate probability for these attributes
0 Adds 1 to the numerator and k to denominator, where k is the number values for that attribute
0 M-estimatec generalised Laplace correatio
A Adds small constanh to each denominator anthp to each numerator
A piis the prior probability of values of attribute
A Advantage of using prior probabilitiescompletely rigorous
A Disadvantage computationally expensive to make that estimate
1 Missingvalues ¢ justomit from frequency counts
1 Numeric attributes
0 Assume values have normal (Gaussian) probability distribution, use probability density function

S _ 1 &x- ny’ 8
o PDF for distribution with meamand standard deviation: f(x) = e Q
s¥2p & 257 9
1 Computationacomplexityc O(pk),p = number of training examplek;valued attributes
1 Advantages
o0 Simple, clear semantics
0 Requires 1 scan of training data
o0 Good performance, robust to isolated noise
9 Disadvantages
o Correlated attributes reduce power of NB
o Minor restrictionwhen assuming normal distributiasf numeric attributes
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Decision Trees
1 DTg a treestructured plan for testing the values of a set of attributes in order to predict the output
1 DT example
o0 Each internal node tests an attribute
o Each branch corresponds to atiribute value
o Each leaf node assigns a class
1 Constructing DTs
0 Topdown in recursive dividand-conquer
Attribute is selected for root node, and branches for each possible value
Instances are then split into subsets (one for each branch from node)
Procedue repeated recursively, using only instances that reach that branch
Stop when all instances have same clysbecomes a leaf node
If all examples have the same attribute values but different classes (noise), choose majority class
o Ifsubsetisempty,cret I €SI ¥ y2RS gAGK YI22NRG& Of I aa 2°
1 Expressiveness of DTs
0 DT can be expressed as a set of mutually exclusive rules
Each rule is a conjunction of tests (rule = path in tree)
Rules are connected with disjunction
DT = disjunction of conjuncns
DTs can represent any Boolean function
DTs can express any function of the input attributes
A . dzi SELX AOAGt& SyO2RAy3 GNIAYAYy3I REFEGF Ay f
A Prefer more compact DTs
1 Finding the best attribute to split on
o ! YSI adz2NEQ2FF WEIAMDK iy 2 R & nomnked for fethyei split 2y S Of | a a
1 Entropy(information content)
0 Measures the homogeneity of a set of examples
0 Characterises the impurity / disorder / randomness of a collection wrt their classification

o Entropy of a set $ (S) =-4 Plog, P

o O O O O

O O O O O

A P, ¢ proportion of examples that belong to class
A Havelogd =0
0 The smaller the entropy, the greater the purity of the set

0 Log base 2 gives the information in number of bits
1.0 T

Entropy(S)

0.0

o0 For binary classificatior

o Entropy is 0 when there is msorder; maximum when equal number of possible values
1 Information theory

0 Shannon and Weaver (1949)
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0 Given a set of possible answer (messages) M, and probability of occurrempet expected
information content (entropy) of the answer is:

H(M)=- a P(m )iog, P(m) = entropyM )

o0 Entropy = amount of surprise of the receiver
A The less the receiver knows, the more informative the answer is

o Entropy = the minimum number of bits per symbol on average needed to transmit a stream of symbols

1 Information gain
0 Use entropy talefine a measure of effectiveness of an attribute in classifying the training data

o Information gain is the expected reduction in entropy caused by partitioning the set using that attribute
o Information gain = entropy of set of examples S associated with parent node less the entropy after S i

partitioned by theattribute
o The larger the difference, the higher the information gain
o Definitionof Gain(S|AX, expected reduction in entropy caudédy partitioning S using attribute A

| . . |s)|
Gain(S|A)=H(S)- a P\A=Vv, JH|S|A=Vv |]=H(S)- a -—=HI|S|A=V,
(S1A)=H(s)- & Pla=v H(sIA=v) ()?AH(I )
1 DT learning as search contttional e“"""f\) ‘CKPEC‘T‘O\ value of S after ?af‘f yonedh by A
0 Use information gain as an evaluation function in the search

f Overfitting
0 Minimise errorontrainingse R2 Say Qi 3ISYySNItAaS ¢Sttt 2y ySs
o DTs grow each branch of theeer deeply enough to perfectly classify the training examples
o0 Overfitting due to noise in the data, or data set too small.
0.9 : . 1 : , . : i .

0.85 _J’_/——— N
08 e |

0B fom—————— - 4

T

Accuracy
-]
T
"y
1

0.65 H |

0.6 On training data — 1
On test data ----

05 1 1 L i I 1 1 L 1
0 10 20 30 40 50 60 70 30 90 100

Size of tree (number of nodes)
9 Tree pruning
0 Prepruning¢ stop growing the tree earlier, before it classifies training data perfectly
0 Postpruningg allow DT to overfitand thenprune it back.
A More successful in practice
A Tree pruning bgubtree replacement
1 Replaces a node with a leaf having the most common label of its data set
1 Compare accuracy of new tree with old tree on validatien s
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1 Continue pruning until a maximum accuracy is reached with validation set

wage increase lst year

<= 10}

wage mcrease 15( )’E::-]l"
4 4

<=

>

| EE— e e

A Tree pruning bgubtree raising
1 ReOf I 8aAFASE SElFYLESa 4 y2RS n FyR p

| H 2 ‘ 3
1 More time-consuming than sukree replacement

A Rule prunindvy first converting the DT into a set of rules
1 Creates a rule for each path from the root to a leaf

1 Prune each rule by removing any grenditions that result in greater accuracy

1 Higher flexibility; prunes branches rather than entire tree

1 Does not need to workom the bottom of the tree upwards as with tree pruning
I Rules are easier to read than trees
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o Estimate error rate using a validation set, to know when to stop pruning
0 Having a validation set means less data is available for training
1 Dealing with numeric attbutes

o] Discretise by restricting to binary split
o] Can offer many split points unlike nominal attributes
o] Splitting

A Sort examples by the numeric attribute
A Split point midway between where adjacent examples differ in target classification
A Evaluate all split@ints (using gain or otherwise) to choose the best

o Problem: highly branching attributes will be selegtbdt can result in overfitting
A Solution: usegain ratio
A Takes the number and size of branches into account when choosing an attribute
A Penalises hightpranching attributesy incorporating split information

A Splitinformation(S| A) = - é @Ing 8

a8 IS
A Which is the atropy of S wrt the values of A
Gain(S| A)
Splitinformtion(S | A)
A But gain ratio may overcompensate, because split information is much lower than others
A Standard fix for thiss to only consider attributes with greater Gain than average
1 Dealing with missing attributes
0 Treat missing values as another possible vglassumes the absence of a value is significant
o Ignore all instances easy, but loses information
0 Set missing atitbutes to the most common value among training examples
0 Set missing attributes to the most common value among training examples with the same class
o Or assign a probability for each possible value of the attribute
1 Handling attributes with different costs
o0 Prefer DTs that use lowost attributes where possible
0 One approach is to replace Gain with
Gain*(S| A)
Cos(A)
2@ain($|A) -1

(Cos(A)+12)"

A GainRatidS| A) =

A Tan & Schlimmer (90)

A Nunez (88) , W between 0 and 1 determines cost importance

1 Summary

Structure: tree

Grow usindill-climb search and training data set

Prune usingreedy search and validation set

Very popular ML technique, easy to implement

Efficient
A Builds tree irO(mnlogn), ninstances andn attributes
A Prunes tree with sultree replacement irQ(n)
A Prunes tree wit subtree lifting ir0(n(logn)?)

O O O O O
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Neural Networks (NN)

Introduction to neural networks

T

= =4 =4 =4

Al neurons are simple abstractions of real neurons
Artificial neural networks; not as much power as human brain but can be trained to perform classification
Brainperforms tasks such as pattern recognition, perception and motor control much faster than computers
The brain islower than computers, bunakes up for it with darge number of neurons and interconnections
Artificial neural network

o Many simple neuronstnits / nodedinked by connections

o Each neuron receives weighted inputs, and produces an output

o0 Learns from examples based otearning rule
A neuron

Summation of
products (wp+b)

input weight

B . vector w - :
vector p transfer function

/N
) output a

/[ P1
/ a=f(wp-+b)

|I pl I|

ot

\J AR

0 Bias b is a fixed input constant, but can be trained.

[

Perceptrons

1

)l
)l

el x20
“10 x<0
Output is the weighted sum of inputs, subject to the step transfer function
Forms a linear decision boundary

A supervised NN that uses the steansfer function:y = f (x)

OAOAAPOOT T80 TAOGOIT 11 AAI

1

Applies a weight to each of its inputs , sums it with an additional bias tydfigim apply a hard limitunction

)T OAOOECAOEIT 1T £ PAOAADPOOI T80 Al O1 AAOGEAO

9 Decision boundary is always orthogonal to the weight
1 w always point towards the region where neuron output is 1
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