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General 
¶ Lecturer 

o Bing Bing Zhou 

o SIT 415 

o bbz@it.usyd.edu.au 

o Consultation time: Wednesdays 1600h-1700h 

¶ Assessment 

o 30% Practicals 

o 10% Quiz 

o 60% Final Exam, 2 hr closed book 

¶ Text 

o Silberschatz, Galvin, Gagne ς Operating Systems Concepts, 7 Ed. (Most diagram taken from here) 

o Nutt ς Operating Systems: A modern perspective 

Introduction  
¶ Computer system components 

o Hardware CPU, I/O, devices 

o OS  controls hardware between users / applications 

o Applications defines how resources are used 

o Users  includes other computers 

¶ OS goals 

o Control hardware and software resources 

o Basic tasks like manage execution of programs, memory management, control I/O, files, networking 

¶ OS Definition 

o Resource manager ς resolves conflicting requests 

o Control program ς controls execution for protection 

o Extended machine ς abstracts hardware 

o No universal definition 

¶ Kernel 

o Runs at all times 

o Everything else is either a system program (ships with OS), or an application 

¶ System Software 

o Def: any software with purpose to run the computer system 

o Control, integrate, manage individual hardware components 

o Application software solves user problems directly 

o OS is system software, but it is different: 

Á Interacts directly with hardware to provide an interface 

Á Domain independent, supports a range of applications 

Á Shares hardware resources between different applications 

¶ Interrupts 

o CPU stops what it was doing on an interrupt 

o Saves state of CPU by storing registers and the program counter 

o Transfers execution to a fixed starting address where interrupt service routines are located 

o Determines the type of interrupt 

o Transfers control to appropriate service routine or interrupt specific handler for the interrupt 



COMP3520 ï Operating System Internals  Edmund Tse 2008 

 

 

Page 4 of 31  
 

o OS is interrupt driven 

¶ Storage 

o Main memory ς CPU direct access 

o Secondary storage ς extension of main memory, non-volatile storage capacity. 

o Hierarchy by speed, cost, size, volatility 

o Register ς cache ς memory ς electronic disk ς magnetic disk ς optical disk ς magnetic tape 

¶ Caching 

o Information temporarily copied from slow to faster storage 

o Design problem: cache management, size, replacement policy 

o Done by hardware for speed; OS has no control. 

o Multiprocessing must ensure they have the most recent value in cache 

¶ Multiprogramming 

o For efficiency 

o Organise jobs (code & data) so CPU is kept busy. 

o Subset of jobs kept in memory 

o Job scheduling ς chooses a job to run 

o Switches jobs when one job waits 

¶ Timesharing (multitasking) 

o Logical extension; CPU switches jobs frequently such that users can interact with all running jobs 

o Response times should be <1ms 

o Each user has at least one running process 

o CPU scheduling between several jobs ready to be run 

o Virtual memory: execute processes not completely in memory 

o Disk management: for file systems 

o Synchronisation and inter-process communication: for orderly execution 

o Mechanism for security and protection 

¶ OS operation 

o Interrupt ŘǊƛǾŜƴ ƴŀǘǳǊŜ ŘŜŦƛƴŜǎ ǎȅǎǘŜƳΩǎ ƎŜƴŜǊŀƭ ǎǘǊǳŎǘǳǊŜ 

o Trap (exception) ς software generated interrupt 

o Dual mode operation 

Á User / Kernel mode set by hardware mode bit 

Á Privileged instructions only in kernel mode 

Á Syscall changes mode 

¶ Timers 

o Prevents infinite loops, or processes hogging resources 

o Maintains OS control over resources 

o Sets an interrupt for programs exceeding allotted time. 

¶ Internal structure of OS 

o Process management 

Á Program is passive; Process is active 

Á Create, suspend, resume, delete processes 

Á Facilitate communication/synchronisation 

Á Handle deadlock 

o Memory management 

Á Allocate memory and keep track of usage 

Á Decide when processes and data should be move in or out of memory 
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o Storage management & file systems 

Á Abstract physical storage to files 

Á File and folders organisation and management 

Á Access control 

o Device management 

Á I/O subsystem manages device I/O, including buffering 

Á Device driver interface 

o Protection and security 

Á Access control 

Á Defend against attacks 

Á Distinguish users and groups 

Á Privilege escalation 

Operating System Structures  

OS services 
¶ User 

o User interface ς CLI or GUI 

o Program execution 

o I/O operations on file or device 

o File system manipulation 

o Communication ς inter-process or over network 

o Error detection ς hardware, program, I/O 

¶ For the system 

o Resource allocation and accounting 

o Protection and security 

User operating system interface  
¶ CLI - implemented in kernel or as system program 

o Shells ς different flavours of CLI 

¶ GUI - desktop interface 

o Usually also has CLI 

System calls 
¶ A programming interface provided by the OS 

¶ Accessed by programs via an API 

¶ API Ą portability 

¶ System calls indexed using a number. The system call interface returns status and values. 

¶ Caller only needs to know the API, and not how system calls are implemented 

¶ Parameters passed by registers, or stored in memory, and pass address in register. 

¶ Types of calls: Process control, file/device management, information maintenance, communication 

¶ System programs provide a convenient environment for program development and execution 

o File management, reports system status, programming languages, program loading, communications 

OS design and implementation  
¶ bƻǘ ŀ ΨǎƻƭǾŀōƭŜΩ ǇǊƻōƭŜƳΣ ōǳǘ ǎƻƳŜ ŀǇǇǊƻŀŎƘŜǎ ǿƻǊƪ. 
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¶ User goals ς OS convenient to use; easy to use, safe, reliable, fast 

¶ System goals ς easy to design, implement, maintain, flexible, reliable, error-free, efficient 

¶ Policy ς What will be done? E.g. How long to time share 

¶ Mechanism ς How is it done? E.g. Time sharing 

OS structure  
¶ Unix ς Macrokernel 

o Kernel does everything below system call interface, including file system, CPU scheduling, and memory. 

¶ Windows NT ς Microkernel 

o aǳŎƘ ƻŦ ƪŜǊƴŜƭ ƛǎ ƳƻǾŜŘ ƛƴǘƻ ΨǳǎŜǊΩ ǎǇŀŎŜ 

o Easier to extend and port to new architectures 

o Performance overhead of user space to kernel space communication 

¶ Modularised approach 

o Kernel modules loaded as needed 

Virtual machines  
¶ Provides interface identical to bare hardware 

¶ Complete protection of system resources via isolation 

¶ Difficult to implement the virtual hardware 

OS generation 
¶ A program obtains information about the specific configuration of a computer system 

System boot 
¶ Bootstrap loader finds the kernel, loads it into memory then starts it. 

¶ Firmware placed at fixed location to hold initial boot code 

Processes 

Process concept 
¶ Process ς a program in execution 

o Has text, data, stack, heap (dynamically allocate memory at runtime) 

¶ States ς defined by current activity of the process 

o New ς being created 

o Running 

o Ready ς to be assigned to a processor 

o Waiting ς for some event 

o Terminated 

¶ Process control block (PCB) 

o Stores PID, state, program counter, CPU registers, scheduling information, memory management 

information, accounting information and I/O status information 

Scheduling concepts  
¶ Process scheduling queues 

o Job queue ς set of all processes in the system 

o Ready queue ς set of all processes in main memory ready to execute 
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o Device queue ς set of all processes waiting for an I/O device 

¶ Schedulers 

o Long term (job) scheduler ς controls degree of multiprogramming; which processes in memory 

Á Invoked infrequently 

o Short term (CPU) scheduler ς which processes to execute next 

Á Invoked frequently (milliseconds) 

o I/O or CPU bound processes ς where the process spends more time at 

o Medium term scheduler ς partially executed processes swapped out 

¶ Context switch 

o Between different processes 

o Overhead time while switching where computer does no work 

o Time dependent on hardware 

¶ Process creation 

o Parent processes create children processes Ą a tree of processes 

o Resource sharing 

Á /ƘƛƭŘǊŜƴ ǎƘŀǊŜ ŀƭƭκǎǳōǎŜǘκƴƻƴŜ ƻŦ ǇŀǊŜƴǘΩǎ ǊŜǎƻǳǊŎŜǎ 

o Execution 

Á Execute concurrently or parent waits until children terminates 

o In C/UNIX 

Á fork system call creates a new process 

Á exec system call after fork can be used to execute a new program 

¶ Process termination 

o Ask the OS to delete it (exit system call) 

o Parent may terminate child process via abort system call 

Á Exceeded resource limits 

Á Child process no longer required 

Á Parent is exiting ς cascading termination 

¶ Cooperating processes 

o Independent processes ς separate address space, cannot affect each other 

o Cooperating processes ς shared memory space, can affect each other 

 
Á /ƻƻǇŜǊŀǘƛƴƎ ƛǎ ƳǳŎƘ ŦŀǎǘŜǊ ǎƛƴŎŜ ƛǘ ŘƻŜǎƴΩǘ ƴŜŜŘ ǘƻ ƛƴǾƻƭǾŜ ƪŜǊƴŜƭ 

Á Interprocess communication (IPC) mechanism required for message passing and shared 

memory 

Á But requires additional synchronisation mechanism 

¶ Message passing between processes 

o 2 operations ς send() and receive() 
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Á Two processes requiring communication must establish a communication link 

Á Name each other explicitly ς send/receive(P, message) 

Á Usually 1 pair of communicating processes, with 1 link 

Á May be unidirectional, but usually bidirectional 

o Can also be done via simpler pipes 

¶ Indirect communication 

o {ŜƴŘ ŀƴŘ ǊŜŎŜƛǾŜ ƳŜǎǎŀƎŜǎ ǘƘǊƻǳƎƘ άƳŀƛƭōƻȄŜǎέ 

¶ Synchronisation 

o Blocking (synchronous) 

Á Sender/Receiver blocks until message is received/available 

o Non-blocking (asynchronous) 

Á Send message then continue 

Á Receives message or null 

¶ Buffering 

o Zero capacity ς sender must wait for receiver to get the message 

o Bounded capacity ς sender needs to wait only if the buffer is full 

o Unbounded capacity ς infinite buffer; sender never waits 

Threads  
¶ hƴŎŜ ŎŀƭƭŜŘ άƭƛƎƘǘǿŜƛƎƘǘ ǇǊƻŎŜǎǎŜǎέ 

o Uses the same address space, shares resources 

o Creation of thread is much cheaper 

o Utilises multiprocessor architectures 

¶ 3 primary thread libraries 

o POSIX Pthreads ς common in UNIX OS 

o Win32 threads 

o Java threads 

¶ User threads ς managed by the above user-level libraries 

o Main problem with user threads ς when a thread blocks, process blocks; processor sees only process 

o So modern threading support is in the kernel 

¶ Kernel threads ς management supported by kernel 

¶ Multithreading models 

o Many to one 

Á Early days 

Á Many user-level threads mapped to a single kernel thread 

Á Kernel only has a single thread containing process information 

o One to one 

Á aƻǎǘ ƳƻŘŜǊƴ h{Ωǎ 

Á Each user-level thread maps to a kernel thread 

Á Kernel has all the information of threads, so can control its execution 

o Many to many 

Á Allows the OS to create a sufficient number of kernel threads 
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CPU Scheduling 
¶ Alternating sequence of CPU and I/O bursts 

o CPU bound ς short I/O bursts 

o I/O bound ς short CPU bursts 

¶ CPU scheduler 

o Chooses ready processes in memory to execute 

o Nonpreemptive scheduling ς processes runs until finished or blocked 

o Preemptive ς process switch runningĄready, or waitingĄready; switches before CPU burst finishes 

¶ Dispatcher 

o Gives control of CPU to process selected by short-term scheduler 

o Switch context, goes to user mode and then starts the program 

¶ Scheduling optimisation criteria 

o Maximise CPU utilisation, throughput 

o Minimise waiting time (in ready queue),  turnaround time (execution) and response time (first response) 

¶ Scheduling policies 

o First-come, first-served (FCFS) 

Á Easy to implement 

Á Ignores service (burst) times 

Á Bad overall performance 

o Shortest-Job-First (SJF) 

Á Non-preemptive variation (Shortest-Remaining-Time-First SRTF) 

Á Optimal in terms of waiting time 

Á May starve large jobs 

Á Difficult to implement (non-deterministic) ς must know service times 

Á Can only estimate the length of next CPU burst using exponential average 

o Priority scheduling 

Á SJF is priority based 

Á CPU allocated to highest priority process (lowest number) 

Á Problem ς low priority processes may never execute 

Á Solution ς increase priority as processes age 

o Round Robin (RR) 

Á Tries to be fair to all processes 

Á Each process gets a small time quantum q (~10-100ms) 

Á Shares between n processes in ready queue 

Á Performance ~ FIFO for large q, q must be comparable to context switch to reduce overhead 

¶ Multilevel queue 

o Ready queue partitioned into foreground (interactive) and background (batch) 

o Foreground ς RR 

o Background ς FCFS 

o Scheduling between queues 

Á Fixed priority ς may starve background tasks 

Á Time slice ς e.g. 80% time to foreground 

¶ Multilevel feedback queue 

o Process can move between queues 

o Aging can be implemented this way 
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o Treat all new processes as short jobs. Goes into q=8. If it doesnΩǘ ŦƛƴƛǎƘΣ Ǉǳǘ ƛƴǘƻ ǉҐмсΦ ¢ƘŜƴ consider as 

a large job and put into FCFS: 

 
¶ Real-time scheduling 

o Hard real-time systems ς must complete critical task within amount of time 

o Soft ς critical processes receive priority 

¶ Thread scheduling 

o Local scheduling - user-level threads can be better ŎƻƴǘǊƻƭƭŜŘ ōȅ ǘƘŜ ǳǎŜǊΩǎ ǇǊƻŎŜǎǎ 

o Global scheduling ς OS (kernel) manages the thread scheduling 

Á aƻǊŜ ŎƻƳǇƭƛŎŀǘŜŘ ǎȅǎǘŜƳǎ ŀŎŎƻǳƴǘǎ ŦƻǊ ǘƘǊŜŀŘΩǎ ƻǿƴŜǊ ǇǊƻŎŜǎǎ 

Process Synchronisation  

Race condition  
¶ Condition where two concurrent processes interferes with each other 

Critical -section problem  
¶ Critical section of a process ς code that manipulates shared data or resources 

¶ This problem is to design a protocol for processes to cooperate 

¶ Solution: must achieve all three: 

o Mutual exclusion ς only one process may execute the critical section 

o Deadlock (Progress) ς a process outside its critical section cannot block other processes 

o Starvation (bounded waiting) ς a process must not wait indefinitely to enter its critical section 

¶ Assume processes execute at nonzero, but not equal speeds 

0ÅÔÅÒÓÏÎȭÓ ÓÏÌÕÔÉÏÎ 
¶ Software-based solution 

¶ Works only for single-processor and two concurrent threads 

¶ flag[i] = TRUE;  
turn = j;  
while (flag[j] && turn == j);  
// Critical Section  
flag[i] = FALSE;  
// Remainder Secti on 

Synchronisation hardware  
¶ Uses locks 

¶ Acquire lock before critical section, then release lock 

¶ Uniprocessors could disable interrupts, but generally too inefficient on multiprocessor systems 



COMP3520 ï Operating System Internals  Edmund Tse 2008 

 

 

Page 11  of 31  
 

¶ Modern computers provide special atomic hardware instructions 

o Foundation: access to a memory location excludes any other access to the same location 

Á Either test memory word and set value, or 

Á Swap contents of two memory words 

¶ TestAndSet instruction ς locks memory bus to all other processes 

o boolean TestAndSet(boolean *tar get) {  
 boolean rv = *target;  
 *target = TRUE;  
 return rv;  
}  

o Solution using TestAndSet: 

Á while (TestAndSet(&lock));  
// Critical Section  
lock = FALSE;  
// Remainder section  

¶ Swap instruction 

o void Swap(boolean *a, boolean *b) {  
 boolean temp = *a;  
 *a = *b;  
 *b  = temp;  
}  

o Solution using Swap: 
key = TRUE;  
while (key == TRUE)  
 Swap(&lock, &key);  
// Critical Section  
lock = FALSE;  
// Remainder Section  

¶ Semaphore 

o Semaphore S ς an integer variable 

o 2 standard operations to modify it: 

Á P() or wait(S) 
¶ while (S <= 0); // no- op 

S-- ;  

Á V() or signal(S) 
¶ S++;  

o Less complicated 

o Binary semaphore (mutex locks) ς S can only be 0 or 1; simpler to implement 

o Counting semaphore ς S unrestricted 

o Providing mutual exclusion 
Á Semaphore S = 1;  // Init to 1 to make it usable  

wait(S);  
// Critica l Section  
signal(S);  

o Providing synchronisation ς guarantees order of execution 
Á Semaphore S = 0;  

Á Proc_0() {  
 S1;  
 signal(S);  
}  

Á Proc_1() {  
 wai t(S);  
 S2;   
}  

o wait() and signal() are functions, so becomes critical sections themselves ς must ensure no two 

processes can call them on the same semaphore at the same time 

o 5ƛǎŀŘǾŀƴǘŀƎŜ ƻŦ ƛƴŘŜŦƛƴƛǘŜ ǿƘƛƭŜ ƭƻƻǇ ά{Ǉƛƴ-ƭƻŎƪέΥ ǳǎŜǎ ǳǇ /t¦ ŎȅŎƭŜǎ 

Á Use a queue at low level to avoid busy waiting 

¶ Each entry has an integer value and pointer to next record in the queue 

Á But spin-lock can be used in short term to avoid context switch 
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Á Solaris adaptive waiting: spin if current process holds lock, otherwise queue it. 

Á 2 basic OS system call operations: 

¶ Block ς place process on the appropriate waiting queue 

¶ Wakeup ςmove a process from waiting queue to ready queue 

o Implementation of semaphore with no busy waiting 
Á typedef struct {  

 int value;  
 struct process *list;  
} semaphore  

Á P(S) 
¶ S- >value -- ;  

if  (S - >value  < 0)  
 block() ;  // add to waiting queue S - >list  

Á V(S) 
¶ S- >value ++;  

if (S - >value <= 0)  
 wakeup(P);  // remove process P from waiting queue S - >list  

¶ Deadlock and starvation 

o Deadlock ς 2 or more processes waiting for each other to release their lock 

o Starvation ς Indefinite blocking; process cannot be removed from a semaphore queue 

¶ Classic problems of Synchronisation 

o Bounded buffer (produce and consumer) problem with N buffers 

Á mutex = 1; full = 0; empty = N 

Á Producer: 
// Produce an item  
wait(empty);  
wait(mutex);  
// Add item to buffer  
signal(mutex);  
signal(full);  

Á Consumer: 
wait(full);  
wait(mutex);  
/ / Remove an item from buffer  
signal(mutex);  
signal(empty);  
// Consume the removed item  

o Dining philosophers problem 

Á Semaphore chopstick[5] 

Á Compete for chopsticks, getting one at a time 

Á Creates deadlock situation 

Á Correct use of semaphore operations 

¶ Signal..Wait 

¶ Wait..Wait 

¶ Omitting of wait and/or signal 

¶ Monitors 

o High-level abstraction for process synchronisation 

o One active process in the monitor at a time. 

o Implements mutual exclusion and synchronisation 
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o Use condition variables: can wait for it or signal it 

 
¶ Solution to dining philosophers 

o enum {THINKING, HUNGRY, EATING} state[5];  // Need to initialise to THINKING  
condition self[5];  
 
void pickup(int i) {  
 state[i] = HUNGRY;  
 test(i);  
 if (state[i] != EATING) self[i].wait;  
}  
 
void putdown(int i) {  // put down a  chopstick  
 state[i] = THINKING;  
 // Test left and right neighbours  
 test((i + 4) % 5);  
 test((i + 1) % 5);  
}  
 
void test(int i) {  
 if ((state[(i + 4) % 5] != EATING  && 
   (state[i] == HUNGRY) &&  
   (state[(i + 1) % 5] != EATING)) {  
  state[i] = EATING;  
  self[i].signal();  
 }  
}  

Deadlocks 

The deadlock problem  
¶ Processes each holding a resource, and waiting for a resource held by another one of those processes 

System model 
¶ Processes Pi 

o Utilise resources using request, use or release 

¶ Resources Ri with Wi instances 

Deadlock characterisation  
¶ Deadlock if 4 conditions hold simultaneously: 

o Mutual exclusion 

o Hold and wait ς process holding a resource waits to acquire resources held by others 

o No pre-emption ς resources can only be released after completion by the processes holding it 



COMP3520 ï Operating System Internals  Edmund Tse 2008 

 

 

Page 14  of 31  
 

o Circular wait 

¶ Resource allocation graph 

o Request edge ς Pi Ą Rj 

o Assignment edge ς Rj Ą Pi 

o Process :   

o Resource with 4 instances:   

o Pi requests Rj: 

  
o Pi has instance of Rj: 

  
¶ If a graph has cycle 

o With 1 instance per resource type, then deadlock if no pre-emption 

o With multiple instances per resource type, then possibility of deadlock 

¶ If graph has no cycles, then no deadlock 

Handling deadlocks  

¶ Never enter deadlock: either prevent or avoid 

¶ Detect and recover 

¶ Or ignore the problem 

Preventing deadlocks  
¶ Mutual exclusion 

o Not required for sharable resources, must hold for non-sharable resources  

¶ Circular wait 

o Impose a total ordering of all resources, require processes to request resources in a particular order 

¶ No pre-emption 

o Release all held resources if not all resources can be allocated 

¶ Hold and wait 

o Must guarantee that a process does not hold any other resources when requesting one 

o Low resource utilisation, possible starvation 

Avoiding deadlocks  
¶ Requires that the system has additional information 

o Simplest: each process declares maximum resources needed 

o Run avoidance algorithm to ensure no circular-wait condition 

o Each resource allocation leaves system in safe state 

¶ Single instance of resource type: use resource-allocation graph 

o Claim edge Pi Ą Rj with dotted line ς process may request resource 

o Allocate resource: claim edge becomes assignment edge, but need to leave system in safe state. 

¶ aǳƭǘƛǇƭŜ ƛƴǎǘŀƴŎŜǎΥ ǳǎŜ ōŀƴƪŜǊΩǎ ŀƭƎƻǊƛǘƘƳ  

o A process requesting a resource may have to wait 

o A process with resource allocated must release them in finite time 
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o Tries to find a sequence of process execution such that for each process, the resources it can still 

request can be satisfied by the current available resources and resources it holds. 

Detecting deadlocks  
¶ Allows system to enter deadlock 

¶ Needs a way to detect, and to recover 

o Timing of running the detection depends on likelihood of deadlocks occurring. 

Recovering from deadlocks  
¶ Process termination 

o Abort all deadlocked processes 

o Or abort one process at a time until deadlock is resolved 

Á How to choose which process to abort? 

Á Minimise cost 

o Rollback ς return a process to some safe state, then restart that process 

o Starvation ς include number of rollbacks in calculating cost of aborting process 

Main Memory  

Background  
¶ Program must be copied from disk into a process in memory to run 

o CPU can only access memory and registers directly 

o Main memory access takes many cycles ς caching 

¶ Memory management requirements 

o Physical organisation 

Á Computer memory organised into main and secondary memory 

Á Flow of information between them is a major concern 

o Relocation 

Á Programmer does not know where in memory will the program be loaded to 

Á Program may be swapped to disk while executing 

Á Memory references in the code must be translated to actual physical address 

o Protection 

Á Disallow processes to reference memory locations in another process without permission 

Á /ŀƴΩǘ ŎƘŜŎƪ ŀōǎƻƭǳǘŜ ŀŘŘǊŜǎǎŜǎ ǎƛƴŎŜ ƛǘ Ŏŀƴ ōŜ ǊŜƭƻŎŀǘŜŘ ŘǳǊƛƴƎ ŜȄŜŎǳǘƛƻƴ 

o Sharing 

Á Better to allow several processes to access the same part of memory than copy it 

¶ Memory partitioning 

o Memory management: brings processes into main memory for execution 

o Almost all modern OS use virtual memory: paging and/or segmentation 

o Fixed partitioning 

Á Equal sized partitions ς load process with size <= the partition 

Á Unequal-size partition ς assign each process the smallest partition that fits, minimises wastage 

Á If all partitions full, the OS can swap a process out of memory 

Á Internal fragmentation ς inefficient use of memory since any program occupies entire partition 

o Dynamic partitioning 

Á Partitions of variable length and number 
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Á Processes allocated exactly as much memory as needed 

Á External fragmentation ς non-contiguous holes in memory ς reduced by compaction 

 
o Dynamic partitioning placement algorithms 

Á OS must allocate process to free block 

Á Best-fit algorithm ς allocates smallest suitable hole 

¶ Worst performer 

¶ Smallest amount of fragmentation 

¶ Must search entire list unless ordered by size. 

Á First-fit algorithm ς allocates first suitable hole 

¶ Fastest 

Á Next-fit algorithm 

¶ Scans from location of last placement and chooses next available that fits 

Á Worst-fit ς allocates largest suitable hole. Also must search entire list. 

¶ Produces the largest leftover hole 

¶ Worst strategy in terms of speed and storage utilisation 

o Relocation 

Á A process may occupy different partitions ς different absolute memory locations 

Á Compaction causes a program to occupy a different partition 

¶ Base and limit registers ς defines logical address space 

  
o Protection: If resultant address outside bounds, an interrupt is generated to the operating system 
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¶ Logical and physical address space 

o Logical (virtual) address ς generated by CPU 

o Physical address ς used by memory unit. 

o Logical and physical addresses differ in execution-time address binding scheme 

¶ Memory management unit (MMU) 

o Hardware device, maps virtual to physical address 

o Adds relocation register onto address from user process to get real address 

o User programs never sees the physical address 

 
¶ Dynamic loading 

o Routine is not loaded until it is called 

o Better memory utilisation when using large amounts of infrequently used code 

o No special support needed from OS 

Swapping 
¶ Temporarily store out of memory then bring back into memory to continue execution 

¶ Backing store ς disk large enough to accommodate copies of all memory for all users; needs direct access 

¶ Roll out, roll in ς priority-based scheduling process swapping 

¶ Swap time depends on amount of memory swapped 

¶ System maintains a ready queue of processes with memory image on disk 

Paging 
¶ Logical address space can be non-contiguous 

¶ Frames ς Fixed-size physical memory divisions (size is power of 2) 

¶ Pages ς Fixed-size logical memory divisions 

¶ Keep track of all free frames 

o Page table translates logical to physical addresses 
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o Internal fragmentation, no external fragmentation 

 
¶ Address translation scheme 

o Page number (p) ς m - n bits; an index into a page table containing base addresses of each page 

o Page offset (d) ς n bits; combined with p to define the physical memory address sent to MMU 

o Page size is then 2n and logical address space 2m 

 
¶ Implementation of page table 

o Page table is kept in main memory 

Á Page table base register (PTBR) Ą page table address 

Á Page table length register (PTLR) Ą page table size 

Á Each data/instruction requires two memory accesses 

¶ Speed improved by special look-up cache ς άŀǎǎƻŎƛŀǘƛǾŜ ƳŜƳƻǊȅέ ƻǊ translation look-

aside buffer (TLB) 

o Associative memory 
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Á Search both TLB and page table at the same time 

 
Á ʰ Ґ ¢.[ Ƙƛǘ ǊŀǘƛƻΤ ʶ Ґ ŀǎǎƻŎƛŀǘƛǾŜ ƭƻƻƪǳǇ ǘƛƳŜ ǳƴƛǘ 

Á Effective access time ό9!¢ύ Ґ όм Ҍ ʶύʰ Ҍ όн Ҍ ʶύόм ς h ύ Ґ н Ҍ ʶ ς h  

o Memory protection 

Á Have access privilege bits (r, w, x) 

Á Valid-ƛƴǾŀƭƛŘ ōƛǘ ǘŜƭƭǎ ǿƘŜǘƘŜǊ ƻǊ ƴƻǘ ǘƘŜ ǇŀƎŜ ƛǎ ƛƴ ǘƘŜ ǇǊƻŎŜǎǎΩǎ ƭƻƎƛŎŀƭ ŀŘŘǊŜǎǎ ǎǇŀŎŜ 

o Shared pages 

Á Shared code 

¶ One copy of read-only code shared among multiple processes 

¶ Must appear in the same location in the logical address space. 

Á Private code and data 

¶ Pages can appear anywhere in the logical address space 

¶ Separate copies of the code is needed 

Segmentation  
¶ Supports the user view of the program 

¶ Program: collection of segments including main program, functions, objects, variables, stack and symbol tables 

¶ Architecture 

o Logical address is a 2-tuple: (segment-number, offset) 

o Segment table maps 2D physical addresses 

Á Each entry has a base address and a limit 

Á Segment table base register (STBR) Ą segment table address 

Á Segment table length register (STLR) Ą number of segments used by a program 

Á A segment number is legal if it is < STLR 

o Protection 

Á Each entry in segmentation table associate has a validation bit (0 for illegal) 

Á Protection bits associated with segments 

Á Code sharing occurs at segment level 
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Á Segment varies in length, so memory allocation is  dynamic storage-allocation problem 

 

Virtual Memory  

Background  
¶ 2 characteristics of paging and segmentation: 

o Memory references are dynamically translated into physical addresses a runtime. 

Á Processes may be swapped in and out of memory so it occupies different regions 

o A process may be broken into non-contiguous pieces of memory 

Á Not all pieces of a process need to be loaded into memory for execution 

¶ Virtual memory 

o Logical address space can be much larger than physical address space 

o Allows physical space to be shared by more processes 

o More efficient process creation 

o Requires hardware support in paging and segmentation 

o OS must manage moving memory pages 

¶ Structure of the page table 

o The entire page table may take up too much main memory 

o Solution: page the page table (multilevel paging) 

Á Also store page tables in virtual memory 

Á Break up page logical address space into multiple page tables in a hierarchy 

Á When a process is running, part of its page table is in main memory 
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Á 2-level page table scheme 

 
Á Since the page table is paged, the page number is divided into another page number (the index 

for the outer page table) and another offset 

o Inverted page table 

Á One entry for each real page frame of memory 

Á An entry has the virtual address of the page stored in that real memory location, with 

information about who owns that page 

Á Decreases memory required to search each page table 

Á Increases time needed to search the table 

Á Use hash table to limit the search time to constant 

Demand Paging 
¶ A page is only brought into memory when it is needed 

¶ Less I/O and memory needed 

¶ Faster response 

¶ If a page is needed, bring it into memory and reference to it, abort if illegal 

¶ Lazy swapper ς a page is not swapped into memory unless needed 

¶ Valid-invalid bit 

o Each page has a valid-invalid bit in page table, initialised to i 

o Page fault when the bit is i during address translation 

¶ Page fault 

o OS aborts process if the reference is illegal, otherwise fetch the page from virtual memory 

o Gets a new empty frame 

o Swap the page into frame 

o Reset the table with entry having valid bit 
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o Restart the instruction that caused the fault  

 
o Performance: page fault rate between 0 and 1 (1 being every reference is a fault) 

o Effective Access Time 

EAT = (1 ς p) × memory access + p × (page fault overhead + swap in, swap out, restart overhead) 

¶ Principle of locality 

o Virtual memory works because program and data tend to cluster 

o Possible to make intelligent guesses about which pieces will be needed in the future 

¶ OS software for virtual memory 

o Fetch policy ς when should a page be brought into memory 

Á Demand paging ς only when it is referenced 

Á Prepaging brings in more pages than needed 

o Replacement policy ς which page should be removed 

Á If no free frame, then swap some unused frames out 

Á Need an algorithm that result in least number of page faults 

o Allocation policy ς how many page frames for each process 

Á Number of required pages vary as process executes 

Á More page faults with less number of frames 

Page replacement  
¶ Use free frames first 

¶ Algorithms to select a victim page 

o Evaluated using number of page faults on a memory reference string 

o Optimal algorithm: Maximum forward distance 

Á {ŜƭŜŎǘǎ ǘƘŜ ǇŀƎŜ ǘƘŀǘ ǿƻƴΩǘ ōŜ ǳǎŜŘ ŦƻǊ ǘƘŜ ƭƻƴƎŜǎǘ ǘƛƳŜ 

Á But this is impossible due to need for perfect knowledge 

o FIFO 

Á Easy implementation but poor performance 

o Least recently used (LRU) 

Á Maximum backward distance 

Á Assumes future will be like the past, page accesses tend to be clustered 

Á Good performance ς 30-40% of optimal 
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Á Requires hardware implementation 

Á Approximation ς clock page replacement algorithm 

¶ Page has reference bit ς initially 0, set to 1 when referenced 

¶ If reference = 1, then set to 0 and move to next 

¶ If reference = 0, replace it. 

 
¶ Write the victim page to disk if dirty 

Thrashing  
¶ When a process is busy swapping in and out 

¶ High page fault rate 

¶ Low CPU utilisation, OS may think that it can run another process at the same time 

¶ Load control 

o Decides how many processes should be competing for page frames 

o Too few = underuse; Too many = thrashing 

o CPU load is a bad measure, but page fault rate is a good measure 

Allocation of frames  
¶ Resident set size ς portion of process in main memory 

o Fixed-allocation ς gives a process a fixed number of pages 

o Variable-allocation ς variable number of pages over process lifetime 

¶ Scope 

o Local ς process selects from its own set of allocated frames 

o Global ς one process can take the frame of another 

¶ Variable allocation, global scope 

o Easiest to implement 

o OS keeps list of free frames, on fault replace with any 

¶ Variable allocation, local scope 

o !ƭƭƻŎŀǘŜ ŀ ƴǳƳōŜǊ ƻŦ ŦǊŀƳŜǎ ōŀǎŜŘ ƻƴ ƴŜǿ ǇǊƻŎŜǎǎΩǎ ǇǊƻƎǊŀƳ ǘȅǇŜΣ ǊŜǉǳŜǎǘ ƻǊ ƻǘƘŜǊ ŎǊƛǘŜǊƛŀ 

o Selects a page from the resident set of the process that caused the fault 

o Allocation re-evaluated from time to time 

¶ Working set model 

o ²ƻǊƪƛƴƎ ǎŜǘ ǿƛƴŘƻǿ ɲ ς a fixed number of page references 


















